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We present an approach to compiling PyTorch code, through MLIR, to executable MLIR
Ascend C code. Ascend C is a programming language oriented to operator Transtormation
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P P // deque input tensors from VECIN queue A R Canonicalizer ﬁ : .' I
LocalTensor<half> xLocal = inQueueX.DeQue<half>(); E "L:==___B_9f_f§f_9e=alloga’iio_n=ll N
* Natively supports C/C++ specifications LocalTensor<half> yLocal = inQueueY.DeQue<half>(); : - N :
LocalTensor<half> zLocal = outQueueZ.AllocTensor<half>(); '
. _ // call Add instr for computation ... =—] —J| =Y "=—=—"=-""=-"=-"=-""="-""="-"—-—-"F-"  "-""=-"""-""-"--""="--"=--"--"-""--""-"F""-"""="""="="—-—==
* Automatic para”el schedullng Add(zLocal, xLocal, ylLocal, TILE LENGTH); 1. Pre-Process 2. MLIR Transformation
// enque the output tensor to VECOUT queue )
e Multi-| lib interf outQueueZ.EnQue<half>(zLocal); .
ulti-layer liprary interrace (/er‘eexirFlputTtensoEsLfor‘lg‘euse The first stage will prepare the MLIR code Thel Sde.COHd s’éagf? p.en;c_)rms MLIR trar;_sformatlog
lnQueueAa.rreelensor(xXLoca ’ . .
. - ; for further transformation and conversion. Inciuding -~ butierization, — —promotion —— an
e CPU-NPU dual debugging inQueueY.FreeTensor(ylLocal); deallocation as Ascend C has memref-like

, operands with customized address space.
It will create a memref operand as a

replacement for the original tensor We perform one-shot bufferize, customized

operand and combine two through inlining promotion, and utilize the upstream pipeline for

to prepare for bufferization. It will then buffer deallocation to prepare for MLIR AscendC
N modify function arguments to customized conversion.

types to prepare for Ascend C conversion. func.func @add(%argo: lascendc.GM_ADDR, %argl: lascendc.GM_ADDR, %arg2:

lascendc.GM_ADDR) {
%alloc = memref.alloc() : memref<16384xf16, f#ascendc.TPosition<VECIN>>
%alloc_@ = memref.alloc() : memref<16384xfl6, #ascendc.TPOSItION<VECIN>>

7)) sl

func.func @add(%argo:| !'ascendc.GM_ADDR, | %argl: !ascendc.GM_ADDR, %arg2:

%alloc_1 =|memref.alloc]) : memref<16384xf16, #ascendc.TPosition<VECIN>>
' ‘ !ascendc.GM=ADDR) { %alloc_2 = memref.alloc() : memref<16384xf16, #ascendc.TPosition<GM>>
MLIR A dc | %alloc = memref.alloc() |: memref<16384xfl6, #ascendc.TPosition<GM>> %alloc_3 = memref.alloc() : memref<16384xf16, #ascendc.TPosition<GM>>
AscendC sc.en %0 = bufferization.to_tensor %alloc restrict writable : memref<16384xf16, memref.copy %alloc_2, %alloc_1 : memref<16384xf16, #ascendc.TPosition<GM>> to
ipeline Enitter i e BRI s Tt
A d %alloc_6 = memref.alloc() : memref<16384xf16, #ascendc.TPosition<GM>> 222:2-F.cce)gy ;;lfca)c gc_ya;ﬂzsmge'<memr‘e:<16;384i:i:n ;;sc223c1$2;si;;on<GM>> to
MLIR AscendC %1 = bufferization.to_tensor %alloc_0 restrict writable : memref<16384xf16. #ascendc.TPosition<VECINSS ’
_______________________________________________________________________________________________________________________________ memref<16384xf16, #ascendc.TPosition<GM>> Imemre-F.deallocI%alloc_3 : memref<16384xf16, #ascendc.TPosition<GM>>
. . . %2 = tensor.empty() : tensor<16384xf16> linalg.generic {indexing_maps = [#map, #map, #map], iterator_types =
Popular machine Flexible and MLIR abstraction Language targets %3 = linalg.generic {indexing _maps = [#map, #map, #map], iterator_types = ["parallel”]} ins(%alloc_1, %alloc_@ : memref<16384xfl6, #ascendc.TPosition<VECIN>>,
. . . [,, rall 1,,]} in (°/0 %1 : tensor<16384xfl6>. ten r‘<16384xf16>) t (0/2 . memref<16384xf16, #ascendc.TPosition<VECIN>>) outs(%alloc : memref<16384xf16,
learning extensible compiler for Ascend C Ascend hardware fensonci638icEies) (o o ENeO I pascende. TROSILLONAUECING) £ et 416
~bbO(%in: f16, %in_5: f16, %out: f16):
framework framework ~bbe(%in: f16, %in_2: f16, %out: f16): %0 = arith.addf %in, %in_5 : 16
%4 = arith.addf %in, %in_2 : f16 linalg.yield %0 : f16
linalg.yield %4 : f16 }
memref.dealloc %alloc_1 : memref<16384xf1l6, #ascendc.TPosition<VECIN>>
C = torCh add(a b) 3 -> tensor<16384xf16> L memref.dealloc %alloc_@ : memref<16384xfl6, #ascendc.TPosition<VECIN>>
. ’ %alloc_1 = memref.alloc() : memref<16384xfl6, #ascendc.TPosition<GM>> %alloc_4 = memref.alloc() : memref<16384xfl6, #ascendc.TPosition<GM>>
bufferization.materialize in destination %3 in writable %alloc 1 : memref.copy %alloc, %alloc_4 : memref<16384xfl6, #ascendc.TPosition<VECIN>> to
, (tensor<16384xf16>, memref<16384xfl1l6, #ascendc.TPosition<GM>>) -> () memref<16384xf16, #ascendc.TPosition<GM>>
func.func @Add_Custom(%x : lascendc.GM_ADDR, %y : !ascendc.GM_ADDR, %z : !ascendc.GM_ADDR) { ‘ GlobalTensor<halss ET.ITEHSCF13" return memref.dealloc %alloc_4 : memr‘e-F<16384x-F16, #tascendc.TPosition<GM>>
// Compute Offset gmTensorll.SetGlobalBuffer{{__gm_  half=)}vl + 112, ig},; } memref.dealloc %alloc : memref<16384xfl16, #ascendc.TPosition<VECIN>>
Ftotal len = ar‘lth:constant a83e4 :.164 clobalTensor<half» ET'ITEFIE':rj.-q-_; return
#use_core_num = arith.constant 8 : i64 }
¥block_len = arith.divui ¥total_len, %use_core_num : i64 gmTensorld, SetGlobalBuffer{{__gm__ half*)}v2 + 112, 1E&),

¥tile _num = arith.constant 16 : ik4
#buffer num = arith.constant 2 : i64
%tile length_pre buffer = arith.divui ¥block_len, %tile num : iB4 gmTensorls.SetGlobalBuffer{{__em__ half*)}va + 112, ig)};

%tile length = arith.divui %tile length_pre_buffer, %buffer_num : i64 TQue<QuePosition: :VECIN, 2> inQueuels; 3. MLIR Ascendc ConverSion 4. Post_Process

¥block idx = ascendc.get block idx : 164

%offset = arith.muli %block_len, %block idx : i64 pipe.InitBuffer{inQueuels, 2, ile * sizeof{half));
// Struct Setup TQue<QuePosition: :VECIN, 2» inQueuel?;
¥xGm = ascendc.create global tensor %x, %offset, ¥block len : lascendc.GM_ADDR -> lascendc.Glob } } . . . . . .
#yGm = ascendc.create_global_ tensor %y, %offset, ¥block_len : !ascendc.GM_ADDR -> lascendc.Glob PLEE. IﬂltEU'F'FEFl:lFIQUEUElT_, E.I 118 * SIEEE"Fl:hE].'F:I:Ij. The thlrd Stage CO nve rts Standard IVI LI R to The fourth Stage WIII emlt the Ascend C
#%zGm = ascendc.create global tensor %z, %offset, ¥block len : !ascendc.GM_ADDR -> lascendc.Glob TQUE{QUEPDEitiDH: :'I.I'E'E':'UTJ. 2 DUtQUEUElE; . . . . b d . .
| | | e e MLIR AscendC, which adds target-specific language, which is the backend for the pipeline.
%pipe = ascendc.create_pipe : lascendc.TPipe |:|:|.|:'E.IﬂltEU'F'FEFl:DUtQUEUElE_. 2, 118 EJLED'FlihE].'F}:lj. . f .
#inQueueX = ascendc.create queue ¥pipe, %tile length : lascendc.TPipe -» l!ascendc.TQue<WECIN, 2 - - _ .
#inQueueY = ascendc.create queue ¥pipe, %tile length : lascendc.TPipe -»> lascendc.TQue<WECIN, 2 1”":32_1: 11s = EIJ In Ormatlon.
#outQueueZ = ascendc.create_queue ¥pipe, %tile length : lascendc.TPipe -> l!lascendc.TQue<WVECOUT, intal_t 128 = 1_: . . 3 oo,
) s irtes t 121 - 14+ is: It will extend the current EmitC> abilities to
%c@ = arith.constant @ : iB4 - o o . . o o . o o o
el < arith.constont 1 : iss for (int32.t 122 = 119; 122 < 121; 122 += 120) Specifically, it justifies the usage of Ascend C include Ascend C specifications and produce
#loop _count = arith.muli %tile num, %buffer num : iB4d int3z2 t i23 = i?22 * il1@: . . . . . e,
ccf for Hprogress - %o to Xloop_count step fcl © i6d { - : | by inserting TPipe and adjusting TPosition. executable code that targets the Ascend
¥om offset = arith.muli %orogress. %tile length : i64 LocalTensor<half:> localTensorz4 = inQueusls.AllocTensor<half>{)};
gm_ prog » . g . . . ° .
// Copy in LocalTensor<half> localTensor2s = inQueuel?.AllocTensor<half>{)}; Then, |t W|” reCU I’SIVG y Convert |nt0 MLIR arChrteCtu re.
%xlLocal = ascendc.alloc_tensor(%inQueueX) : lascendc.TQue<VECIN, 2> -> lascendc.localTensor ] . . . N N
%ylocal = ascendc.alloc_tensor(%inQueueY) : lascendc.TQue<VECIN, 2> -> lascendc.LlocalTensor Datacﬂp}'{lﬂcﬂlTEHS'ﬂrlq-, ngEHECP13[lE3] 3 ]'1'3--'-'.' Ascendc and add the SynCh ronlzatlon #include "ker‘nel_oper\ator\.h"
ascendc.data_copy #¥xLocal, %xGm[¥gm_offset], #¥tile length : l!ascendc.GlobalTensor<lexf32> t DataECF"_l."l::].Dl:E].TEHSCPEEJ ngEﬂECPj.q-[iEE]_. ]-1'3':-"_: USihg namespace AscendC;
ascendc.data copy HylLocal, %yGm[Xgm offset], ¥tile length : !ascendc.GlobalTensor<lexf32> t . y - methOdS used by Ascend C.
ascendc.enque ¥xlLocal, #inQueueX : lascendc.lLocalTensor<1l6xf32> to lascendc.TQue<VECIN, 2> JHQUEUE:LE-.EHQUE{].':EEJ.TEHEE'FE"'-__, extern "C" global aicore void add(GM ADDR vl. GM ADDR v2. GM ADDR V3) {
. . I I - . X L —_— — —_— — J - J -
?jczndc-inque %yLocal, %inQueueY : lascendc.lLocalTensor<l6xf32> to lascendc.TQue<VECIN, inQueuel7.EnQuellocalTensor2s); func.func @add(%ar\g@: lascendc.GM_ADDR, %ar\gl: lascendc.GM_ADDR, %ar\gZ: int32_t i4 = 16384,
ompute .
i : LocalTensor<half: leocalTensorzs = inQueuelés.DeQue<half>(); lascendc.GM_ADDR) { GlobalTensor<half> gmTensor5;
%xlocal_deque = ascendc.deque(¥inQueueX) : lascendc.TQue<VECIN, 2> -> lascendc.lLocalTen — * . .
. %c1 384 i32 = ith t+ 16384 : i32 ngenSOf‘S.SetGlObalBU'F'Fer‘((_gm_ half )Vl, 14),
%vlocal deque = ascendc.deque(¥inQueue¥Y) : lascendc.TQue<VECIN, 2> -> lascendc.lLocalTen LocalTensor<half> localTensorz? = lﬂQUEUEl?.E‘EQUE{hEl'F}i:l_; 6C16 _1 = arith.constan 6 -1 GlobalTensor<half> gmTensor6;
- . 0, = o, o, . o | _ k)
%zlocal = ascendc.alloc_tensor(%outQueueZ) : lascendc.TQue<VECOUT, 2> -> lascendc.local LocalTensor<halfs localTensoris = DUTQUEUE].E..I:'.l].I:II:TErIE-I:Ir'{hal'F}I::."_: %0 |ascendc.cr‘eate ElObal tensor‘l/oar‘ge, /0C16384_132 . .ascendc.GM_ADDR > ngensor‘6.SetGlobalBuFfer'((_gm_ hal-F*)vZ, 14);
ascendc.add %zlocal, %xlLocal deque, %ylocal deque, %tile length : (lascendc.localTensor i lascendc.GlobalTensor<16384xf16> GlobalTensor<half> gmTensor7;
ascendc.enque ¥zlocal, %outQueus?Z : lascendc.localTensor<lext3i2> to lascendc.TQue<VECOU Add{lﬂEﬂlTEﬂSE‘F‘EE, ID{EJTEHEDFEEJ ]'DEE]'TEHS':PE?J‘ 115}1“ ngensor‘7.SetGlobalBuFfer‘((_gm_ hal-F*)v3, 14);
ascendc.free_tensor %xlLocal_deque : l!ascendc.LocalTensor<lexf32> DL.ItQIJEIJElE. EHQUE{ICEEJ.TEHSE'FEE:I_: %3 = ascendc.create plpe . !ascendc.Tpipe TPi ™
- . - O . .
jjczndc.ﬁ‘ie_‘tensor #vlLocal _deque : lascendc.LocalTensor<lexf32:> :I.rIQ'...IEIJE'lE-.FFEETEHSCF{J.DEE]TEFIECFEE-:Ij. TQue<Quei°Si§1°?°'}c/gCOUTé 1; OUZQ:EUES, -F(h l-F))
opy ou ] Vo o o . . . _ pipe.InitBuffer(outQueue8, 1, i sizeo a ;
%zlocal deque = ascendc.deque{¥outQueueZ) : lascendc.TQue<VECOUT, 2> -> lascendc.lLocalT JHQUEUE:L._-".FFEETEHSCP{J.DEE].TEHECPE?:IJ'. | %8 _dascendc'cr‘eate—queue /03’ /°C16384—132 ) !ascendC.TPlpe > LocalTensor<half> 1c£alTensor‘9 = outQueue8.AllocTensor<half>();
ascendc.data copy %zGm[%gm offset], %zlocal deque, %tile length : l!ascendc.LocalTensor< LocalTensor<half> localTensorza = DUtQUEUElE.DEQUE{hal'F}I: :-"j -ascen Iﬂue(VECIN, 1> TQue<QuePosition: :VECIN, 1> inQueuelO;
ascendc.free_tensor ¥zlocal deque : lascendc.LocalTensor<lexf32> . ) ] . %9 = ascendc.alloc_tensor‘I%S) . !ascendC.TQue<VECIN, 1> -> pipe.InitBuffer(inQueueld, 1, i4 * sizeof(half));
scf.yield DataCopyigmTensorls[iz3], localTensoras, 112); lascendc.LocalTensor<16384xf16> LocalTensor<half> localTensorll = inQueuel®.AllocTensor<half>();
¥ outQueuels.FreeTensor(localTenser2s); ascendc.data_copy %9, %0, %cl1l6384 _i32 : lascendc.GlobalTensor<16384xf1l6> to TQue<QuePosition::VECIN, 1> inQueuel2;
3 ascendc.enque %9, %8 : lascendc.LocalTensor<16384xf16> to !ascendc.TQue<VECIN, LocalTensor<half> localTensorl3 = inQueuel2.AllocTensor<half>();

DataCopy(localTensorl3, gmTensor5, i4);
inQueuel2.EnQue(localTensorll);
DataCopy(localTensorll, gmTensor6, i4);

%10 =lascendc.deque[%6) : lascendc.TQue<VECIN, 1> -> inQueuel®.EnQue(localTensorll);
M LI R_Ascendc Dia Iect lascendc.LocalTensor<16384xf16> LocalTensor<half> localTensorl4 = inQueuel®.DeQue<half>();
LocalTensor<half> localTensorl5 inQueuel2.DeQue<half>();
Add(localTensor9, localTensorl3, localTensorll, i4);

ascendc.add %5, %11, %10, %c16384 i32 : (!ascendc.LocalTensor<16384xf16>, outQueues. EnQue (1ocalTensord);
lascendc.LocalTensor<16384xf16>) -> lascendc.LocalTensor<16384xf16> inQueuelz:Fr‘eeTensor‘(localTen;or‘13)'

. L o - inQueuel®d.FreeTensor(localTensorll);
¢ Slmphf'ed and One'tO'One abStraCtIOH Of the Ascend C |anguage. | ascendc.data COEXI%Z’ %12, %cl6384 i32 : lascendc.LocalTensor<16384xf16> to LocalTensor<half> localTensorlé = outQueue8.DeQue<half>();

1>

lascendc.GlobalTensor<16384xf16> DataCopy(gmTensor7, localTensor9, i4);
ascendc.free tensor(%4, %12) : !ascendc.LocalTensor<16384xf16> from OUEQUGUGS-FPeeTe”SOP(1°C31T9n50P9)3
. lascendc.TQue<VECOUT, 1> return,
* Fully express Ascend C operators using MLIR. eturn )
}

* Type: AscendC_TPipe, AscendC_TQue, AscendC_GMADDR, AscendC_TensorType References

¢ Op: COﬂStFUCtOI’S, memory management, data Process, vector computation, system
variable access 1 Ascend. Ascend C [Computer software]. https://www.hiascend.com/en

2 LLVM. Torch-MLIR [Computer software]. https://github.com/llvm/torch-mlir
* Attribute: TPosition Enum Attribute 3 LLVM. MLIR EmitC [Computer software]. https://github.com/llvm/llvm-project/tree/main/mlir/include/mlir/Dialect/EmitC




